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Abstract. We describe how rudimentary semantic “fingerprints” can be extracted from a document collection by applying topic analysis methods in a novel way. More specifically, we use a variation of Latent Dirichlet Allocation to infer a set of probabilistic topics that capture semantic similarities and differences among groups of documents in a corpus. The results of document classification experiments suggest that the group-level attributes computed by this approach provide better predictions of group affiliation than document-level attributes. This research is clearly applicable to the content analysis of communications and information exchanges in social networks. Applications of this method for forensic authorship analysis are also discussed. 

